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discussion. Although the shape of the synaptic filters does not alter the dynamics of the net-
work, it is a necessary ingredient for the model to generate ING oscillations [49].

Note finally the frequency difference between the PING and the ING rhythm. The two
interaction models are then seen as canonical descriptions of the low and fast gamma oscilla-
tions, PING for low gamma range and ING for fast gamma spectrum. In both cases, pyramidal
cells do not fire in every oscillatory cyle.

Over the past decades, the Phase Resetting Curve (PRC) has become one of the fundamen-
tal concepts in theoretical neuroscience. Its usefulness has been reviewed in multiple papers
[37–39, 50] and its outcomes are expected to impact our understanding of brain rhythms
[27]. PRC measures the effects caused by transient stimuli on oscillatory systems and can be
obtained experimentally [51–54].

In our case, the application of a short depolarizing current to the network affects the spiking
activity, and the macroscopic oscillation shifts in time, see S1, S2, S3 and S4 Figs. The induced
phase shift depends on the perturbation strength but also on the phase at which the perturba-
tion is presented. It can either be delayed or advanced depending on the onset phase of the
perturbation. Note that the input can be delivered either to the pyramidal or to the inhibitory
neurons in the network.

The PRC results in plotting the advance or delay with respect to the phase onset at which
the perturbation is made. Doing so, it quantifies the effect of the perturbation on the macro-
scopic oscillation. For the cortical network under consideration, several PRCs can reasonably

Fig 3. The ING interaction. Left panel: Schematic illustration of the ING (Interneuron Network Gamma) interaction. The
parameters are as Fig 1, except that the extenal current Iext goes on both populations. Right panels: Nonlinear analysis of the The ING
interaction. A-B) Bifurcation diagrams. The blue line, (respectively the red line), corresponds to the steady state of the inhibitory
cells, (respectively the excitatory cells) while dots correspond to limit cycles. C) Stability region. D) The stimulus and corresponding
raster plot of the spiking activity. E) Comparison between simulated and calculated mPRCs. The black line illustrates the analytical
adjoint method while dots indicates direct perturbations of the full network. Red dots, perturbations are made on the E-cells, second
row, with the blue dots, perturbations are made on the I-cells. F) PRC shape as a function of parameters obtained via the adjoint
method for different values of the external current. Parameters: Ne = Ni = 5000; τe = τi = 10; τse = τsi = 1; �Ze à �Z i à �5; Jee = 0; Jei =
10; Jii = 15; Jie = 0; vth = 500; vr = −500; panel A) Δe = Δi = 1; panel B) Iext = 25; panel D) Δe = Δi = 1; panel E-F) Δe = Δi = 1; Iext = 25,
direct perturbations are made with a square wave current pulse (amplitude 5, duration 0.5).

https://doi.org/10.1371/journal.pcbi.1007019.g003
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In the PING (Pyramidal Interneuron Network Gamma) interaction, see Fig 2, the underly-
ing synaptic machinery involves an interplay between the pyramidal cells and the inhibitory-
spiking cells. For a chosen set of connectivity parameters, the dynamical system exhibits a
Hopf bifurcation (Fig 2A), such that, enhancing the external stimulus upon the pyramidal cells
induces a graded progression toward a coherent oscillatory regime. Note that this rhythmic
regime disappears as the network heterogeneity is expanded (see Fig 2B and 2C). The rhythmic
transition is illustrated with a simulation displayed in Fig 2D. A self-sustained oscillatory
regime emerges as soon as the E-drive is strong enough. Of course, the presence of a Hopf
bifurcation in the system should be put in relation with the seminal work of Wilson and
Cowan [48], where a similar path to oscillations was found. Note that, in contrast to the Wil-
son-Cowan equation, the spiking network presented in here does not require excitatory-to-
excitatory connection to oscillate.

In the ING (Interneuron Network Gamma) interaction, see Fig 3, the mechanism requires
an inhibitory feedback from inhibitory-spiking cells onto themselves and the rhythm arises
from this interconnected inhibitory network which in turn defines the excitatory spike times.
The nonlinear analysis reveals a Hopf bifurcation as the external drive is raised (see Fig 3A).
Again, this rhythmic regime disappears with too much heterogeneity (see Fig 3B and 3C).
The network activity undergoes a transition from an asynchronous regime toward an oscil-
latory which is displayed in Fig 3D. Interestingly, the ING behavior can not emerge within the
traditional rate equation proposed by Wilson and Cowan [48], see [49] for a more complete

Fig 2. The PING interaction. Left panel: A schematic illustration of the PING (Pyramidal Interneuron Network Gamma)
interaction. The parameters are as in Fig 1. Right panels: Nonlinear analysis of the PING rhythm. A-B) Bifurcation diagrams. The
blue line, (respectively the red line), corresponds to the steady state of the inhibitory cells, (respectively the excitatory cells) while dots
correspond to limit cycles. C) Stability region. D) The stimulus and corresponding raster plot of the spiking activity. E) Comparison
between simulated and calculated mPRCs. The black line illustrates the analytical adjoint method while dots indicates direct
perturbations of the full network. Red dots, perturbations are made on the E-cells, second row, with the blue dots, perturbations are
made on the I-cells. F) PRC shape as a function of parameters obtained via the adjoint method for different values of the external
current. Parameters: Ne = Ni = 5000; τe = τi = 10; τse = τsi = 1; �Ze à �Z i à �5; Jee = 0; Jei = 15; Jii = 0; Jie = 15; Iexti à 0; vth = 500; vr =
−500; panel A) Δe = Δi = 1; panel B) Ieext à 10; panel D) Δe = Δi = 1; panel E-F) Δe = Δi = 1; Ieext à 10, direct perturbations are made
with a square wave current pulse (amplitude 5, duration 0.5).

https://doi.org/10.1371/journal.pcbi.1007019.g002
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discussion. Although the shape of the synaptic filters does not alter the dynamics of the net-
work, it is a necessary ingredient for the model to generate ING oscillations [49].

Note finally the frequency difference between the PING and the ING rhythm. The two
interaction models are then seen as canonical descriptions of the low and fast gamma oscilla-
tions, PING for low gamma range and ING for fast gamma spectrum. In both cases, pyramidal
cells do not fire in every oscillatory cyle.

Over the past decades, the Phase Resetting Curve (PRC) has become one of the fundamen-
tal concepts in theoretical neuroscience. Its usefulness has been reviewed in multiple papers
[37–39, 50] and its outcomes are expected to impact our understanding of brain rhythms
[27]. PRC measures the effects caused by transient stimuli on oscillatory systems and can be
obtained experimentally [51–54].

In our case, the application of a short depolarizing current to the network affects the spiking
activity, and the macroscopic oscillation shifts in time, see S1, S2, S3 and S4 Figs. The induced
phase shift depends on the perturbation strength but also on the phase at which the perturba-
tion is presented. It can either be delayed or advanced depending on the onset phase of the
perturbation. Note that the input can be delivered either to the pyramidal or to the inhibitory
neurons in the network.

The PRC results in plotting the advance or delay with respect to the phase onset at which
the perturbation is made. Doing so, it quantifies the effect of the perturbation on the macro-
scopic oscillation. For the cortical network under consideration, several PRCs can reasonably
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raster plot of the spiking activity. E) Comparison between simulated and calculated mPRCs. The black line illustrates the analytical
adjoint method while dots indicates direct perturbations of the full network. Red dots, perturbations are made on the E-cells, second
row, with the blue dots, perturbations are made on the I-cells. F) PRC shape as a function of parameters obtained via the adjoint
method for different values of the external current. Parameters: Ne = Ni = 5000; τe = τi = 10; τse = τsi = 1; �Ze à �Z i à �5; Jee = 0; Jei =
10; Jii = 15; Jie = 0; vth = 500; vr = −500; panel A) Δe = Δi = 1; panel B) Iext = 25; panel D) Δe = Δi = 1; panel E-F) Δe = Δi = 1; Iext = 25,
direct perturbations are made with a square wave current pulse (amplitude 5, duration 0.5).
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FIG. 1. (a) Raw voltage records from a tungsten microelec-
trode near the cell H1 are filtered to isolate the action potentials.
The expanded scale shows a superposition of several spikes to
illustrate their stereotyped form. (b) Angular velocity of a pat-
tern moving across the fly’s visual field produces a sequence
of spikes in H1, indicated by dots. Repeated presentations pro-
duce slightly different spike sequences. For experimental meth-
ods, see Ref. [8].

Third, we are interested in the extensive component of the

entropy, and we find that a clean approach to extensivity

is visible before sampling problems set in. Finally, for

the neuron studied—the motion sensitive neuron H1 in the

fly’s visual system—we can actually collect many hours

of data.

H1 responds to motion across the entire visual field,

producing more spikes for an inward horizontal motion

and fewer spikes for an outward motion; vertical motions

are coded by other neurons [13]. These cells provide vi-

sual feedback for flight control. In the experiments an-

alyzed here, the fly is immobilized and views computer

generated images on a display oscilloscope. For simplic-

ity these images consist of vertical stripes with randomly

chosen grey levels, and this pattern takes a random walk

in the horizontal direction [14].

We begin our analysis with time bins of size Dt �
3 ms. For a window of T � 30 ms—corresponding to

the behavioral response time of the fly [15]—Fig. 2

shows the histogram ⌅p̃i⇧, and the naive entropy esti-
mates. We see that there are very small finite data set

corrections (,1023), well fit by [11]

Snaive�T , Dt; size⇥ � S�T , Dt⇥ 1
S1�T , Dt⇥
size

1
S2�T , Dt⇥
size2 . (3)

Under these conditions we feel confident that the extrapo-

lated S�T , Dt⇥ is the correct entropy. For sufficiently

large T , finite size corrections are larger, the contribution
of the second correction is significant, and the extrapola-

tion to infinite size is unreliable.

Ma [12] discussed the problem of entropy estimation in

the undersampled limit. For probability distributions that

are uniform on a set of N bins (as in the microcanonical

ensemble), the entropy is log2 N and the problem is to

estimate N . Ma noted that this could be done by counting

FIG. 2. The frequency of occurrence for different words in
the spike train, with Dt � 3 ms and T � 30 ms. Words
are placed in order so that the histogram is monotonically
decreasing; at this value of T the most likely word corresponds
to no spikes. Inset shows the dependence of the entropy,
computed from this histogram according to Eq. (1), on the
fraction of data included in the analysis. Also plotted is a least
squares fit to the form S � S0 1 S1⇤size 1 S2⇤size2. The
intercept S0 is our extrapolation to the true value of the entropy
with infinite data [11].
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But… 
what is information?

Need for a detour toward something that initially 
had nothing to do with neuroscience





WHAT IS INFORMATION?

•  Where is the ball? You don’t 
know...

• How much information do 
you get when you do a 
choice?

Information measures 
the “surprise”, or, equivalently,

 the reduction of uncertainty
after an observation

?➠!



INFORMATION CONTENT OF 
AN OUTCOME

Potential outcomes of a random source X

Following Shannon, when I observe xi  I get the 
following amount of information:



ENTROPY OF A SOURCE

Potential outcomes of a 
random source X

Information content
of an outcome

ENTROPY:
Average information 

content of the symbols 
emitted by the source
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4

The Source Coding Theorem

4.1 How to measure the information content of a random variable?

In the next few chapters, we’ll be talking about probability distributions and
random variables. Most of the time we can get by with sloppy notation,
but occasionally, we will need precise notation. Here is the notation that we
established in Chapter 2.

An ensemble X is a triple (x,AX ,PX), where the outcome x is the value
of a random variable, which takes on one of a set of possible values,
AX = {a1, a2, . . . , ai, . . . , aI}, having probabilitiesPX = {p1, p2, . . . , pI},
with P (x=ai) = pi, pi ≥ 0 and

!
ai∈AX

P (x=ai) = 1.

How can we measure the information content of an outcome x = ai from such
an ensemble? In this chapter we examine the assertions

1. that the Shannon information content,

h(x=ai) ≡ log2
1
pi

, (4.1)

is a sensible measure of the information content of the outcome x = ai,
and

2. that the entropy of the ensemble,

H(X) =
"

i

pi log2
1
pi

, (4.2)

is a sensible measure of the ensemble’s average information content.
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Figure 4.1. The Shannon
information content h(p) = log2

1
p

and the binary entropy function
H2(p) = H(p, 1−p) =
p log2

1
p + (1 − p) log2

1
(1−p) as a

function of p.

Figure 4.1 shows the Shannon information content of an outcome with prob-
ability p, as a function of p. The less probable an outcome is, the greater
its Shannon information content. Figure 4.1 also shows the binary entropy
function,

H2(p) = H(p, 1−p) = p log2
1
p

+ (1 − p) log2
1

(1 − p)
, (4.3)

which is the entropy of the ensemble X whose alphabet and probability dis-
tribution are AX = {a, b},PX = {p, (1 − p)}.
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e.g.  BINARY SOURCE

1 emitted with prob. p
0 emitted with prob. 1-p
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silent. Moreover, within the clusters corresponding to different total
numbers of spikes, the predictions and observations are strongly
anti-correlated.
We conclude that weak correlations among pairs of neurons

coexist with strong correlations in the states of the population as a
whole. One possible explanation is that there are specific multi-
neuron correlations, whether driven by the stimulus or intrinsic to
the network, which simply are not measured by looking at pairs
of cells. Searching for such higher-order effects presents many
challenges22–24. Another scenario is that small correlations among
very many pairs could add up to a strong effect on the network as a
whole. If correct, this would be an enormous simplification in our
description of the network dynamics.

Minimal consequences of pairwise correlations
To describe the network as a whole, we need to write down a

probability distribution for the 2N binary words corresponding to
patterns of spiking and silence in the population. The pairwise
correlations tell us something about this distribution, but there are
an infinite number of models that are consistent with a given set of
pairwise correlations. The difficulty thus is to find a distribution
that is consistent only with the measured correlations, and does
not implicitly assume the existence of unmeasured higher-order
interactions. As the entropy of a distribution measures the random-
ness or lack of interaction among different variables25, this minimally
structured distribution that we are looking for is the maximum
entropy distribution26 consistent with the measured properties of
individual cells and cell pairs27.
We recall that maximum entropy models have a close connection

to statistical mechanics: physical systems in thermal equilibrium are
described by the Boltzmann distribution, which has the maximum
possible entropy given the mean energy of the system26,28. Thus, any
maximum entropy probability distribution defines an energy func-
tion for the system we are studying, and we will see that the energy
function relevant for our problem is an Ising model. Ising models
have been discussed extensively as models for neural networks29,30,
but in these discussions the model arose from specific hypotheses

Figure 1 | Weak pairwise cross-correlations and the failure of the
independent approximation. a, A segment of the simultaneous responses of
40 retinal ganglion cells in the salamander to a natural movie clip. Each dot
represents the time of an action potential. b, Discretization of population
spike trains into a binary pattern is shown for the green boxed area in a.
Every string (bottom panel) describes the activity pattern of the cells at a
given time point. For clarity, 10 out of 40 cells are shown. c, Example cross-
correlogram between two neurons with strong correlations; the average
firing rate of one cell is plotted relative to the time at which the other cell
spikes. Inset shows the same cross-correlogram on an expanded time scale;
x-axis, time (ms); y-axis, spike rate (s21). d, Histogram of correlation
coefficients for all pairs of 40 cells from a. e, Probability distribution of
synchronous spiking events in the 40 cell population in response to a long
natural movie (red) approximates an exponential (dashed red). The
distribution of synchronous events for the same 40 cells after shuffling each
cell’s spike train to eliminate all correlations (blue), compared to the Poisson
distribution (dashed light blue). f, The rate of occurrence of each pattern
predicted if all cells are independent is plotted against the measured rate.
Each dot stands for one of the 210 ¼ 1,024 possible binary activity patterns
for 10 cells. Black line shows equality. Two examples of extreme mis-
estimation of the actual pattern rate by the independent model are
highlighted (see the text).

Figure 2 | A maximum entropy model including all pairwise interactions
gives an excellent approximation of the full network correlation
structure. a, Using the same group of 10 cells from Fig. 1, the rate of
occurrence of each firing pattern predicted from the maximum entropy
model P2 that takes into account all pairwise correlations is plotted against
the measured rate (red dots). The rates of commonly occurring patterns are
predicted with better than 10% accuracy, and scatter between predictions
and observations is confined largely to rare events for which the
measurement of rates is itself uncertain. For comparison, the independent
model P1 is also plotted (from Fig. 1f; grey dots). Black line shows equality.
b, Histogram of Jensen–Shannon divergences (see Methods) between the
actual probability distribution of activity patterns in 10-cell groups and the
models P1 (grey) and P2 (red); data from 250 groups. c, Fraction of full
network correlation in 10-cell groups that is captured by the maximum
entropy model of second order, I (2)/IN, plotted as a function of the full
network correlation, measured by the multi-information IN (red dots). The
multi-information values are multiplied by 1/Dt to give bin-independent
units. Every dot stands for one group of 10 cells. The 10-cell group featured
in a is shown as a light blue dot. For the same sets of 10 cells, the fraction of
information of full network correlation that is captured by the conditional
independence model, Icond–indep/IN, is shown in black (see the text).
d, Average values of I (2)/IN from 250 groups of 10 cells. Results are shown for
different movies (see Methods), for different species (see Methods), and for
cultured cortical networks; error bars show standard errors of the mean.
Similar results are obtained on changing N and Dt; see Supplementary
Information.
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A raster plot of the  
activity of many neurons

Binned spike trains...

... yield a binary source



More about this later! 

Now...



WHY DOES SHANNON 

INFORMATION MEASURE 

INFORMATION?



TWO LINES OF JUSTIFICATION

• Possibility of axiomal 
derivation

• Justification through  
convincing examples 

(Shannon, 1948); 
(Chaundy and Mc Leod, 1961); 

(Aczél and Daróczy, 1975)

“Non euclidean” information!

(Rényi, 1961)
(Tsallis, 1988); (Abe, 2000) 

We follow this route 
for few next slides...



NO INFORMATION AT ALL

• Let suppose that the source X is perfectly deterministic:

1 emitted with prob. 1
0 emitted with prob. 0

No surprise, no 
information!



• The more information I get from each question, the faster I 
acquire the information required for non ambiguous identification

• The information gained from the outcome of a binary question is 
maximum when the two outcomes are equiprobable
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Figure 4.1 shows the Shannon information content of an outcome with prob-
ability p, as a function of p. The less probable an outcome is, the greater
its Shannon information content. Figure 4.1 also shows the binary entropy
function,

H2(p) = H(p, 1−p) = p log2
1
p

+ (1 − p) log2
1

(1 − p)
, (4.3)

which is the entropy of the ensemble X whose alphabet and probability dis-
tribution are AX = {a, b},PX = {p, (1 − p)}.
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4

The Source Coding Theorem

4.1 How to measure the information content of a random variable?

In the next few chapters, we’ll be talking about probability distributions and
random variables. Most of the time we can get by with sloppy notation,
but occasionally, we will need precise notation. Here is the notation that we
established in Chapter 2.

An ensemble X is a triple (x,AX ,PX), where the outcome x is the value
of a random variable, which takes on one of a set of possible values,
AX = {a1, a2, . . . , ai, . . . , aI}, having probabilitiesPX = {p1, p2, . . . , pI},
with P (x=ai) = pi, pi ≥ 0 and

!
ai∈AX

P (x=ai) = 1.

How can we measure the information content of an outcome x = ai from such
an ensemble? In this chapter we examine the assertions

1. that the Shannon information content,

h(x=ai) ≡ log2
1
pi

, (4.1)

is a sensible measure of the information content of the outcome x = ai,
and

2. that the entropy of the ensemble,

H(X) =
"

i

pi log2
1
pi

, (4.2)

is a sensible measure of the ensemble’s average information content.
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Figure 4.3. A game of submarine.
The submarine is hit on the 49th
attempt.

The game of submarine: how many bits can one bit convey?

In the game of battleships, each player hides a fleet of ships in a sea represented
by a square grid. On each turn, one player attempts to hit the other’s ships by
firing at one square in the opponent’s sea. The response to a selected square
such as ‘G3’ is either ‘miss’, ‘hit’, or ‘hit and destroyed’.

In a boring version of battleships called submarine, each player hides just
one submarine in one square of an eight-by-eight grid. Figure 4.3 shows a few
pictures of this game in progress: the circle represents the square that is being
fired at, and the ×s show squares in which the outcome was a miss, x = n; the
submarine is hit (outcome x = y shown by the symbol s) on the 49th attempt.

Each shot made by a player defines an ensemble. The two possible out-
comes are {y, n}, corresponding to a hit and a miss, and their probabili-
ties depend on the state of the board. At the beginning, P (y) = 1/64 and
P (n) = 63/64. At the second shot, if the first shot missed, P (y) = 1/63 and
P (n) = 62/63. At the third shot, if the first two shots missed, P (y) = 1/62
and P (n) = 61/62.

The Shannon information gained from an outcome x is h(x) = log(1/P (x)).
If we are lucky, and hit the submarine on the first shot, then

h(x) = h(1)(y) = log2 64 = 6bits. (4.8)

Now, it might seem a little strange that one binary outcome can convey six
bits. But we have learnt the hiding place, which could have been any of 64
squares; so we have, by one lucky binary question, indeed learnt six bits.

What if the first shot misses? The Shannon information that we gain from
this outcome is

h(x) = h(1)(n) = log2
64
63

= 0.0227bits. (4.9)

Does this make sense? It is not so obvious. Let’s keep going. If our second
shot also misses, the Shannon information content of the second outcome is

h(2)(n) = log2
63
62

= 0.0230bits. (4.10)

If we miss thirty-two times (firing at a new square each time), the total Shan-
non information gained is

log2
64
63

+ log2
63
62

+ · · · + log2
33
32

= 0.0227 + 0.0230 + · · · + 0.0430 = 1.0 bits. (4.11)
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The game of submarine: how many bits can one bit convey?

In the game of battleships, each player hides a fleet of ships in a sea represented
by a square grid. On each turn, one player attempts to hit the other’s ships by
firing at one square in the opponent’s sea. The response to a selected square
such as ‘G3’ is either ‘miss’, ‘hit’, or ‘hit and destroyed’.

In a boring version of battleships called submarine, each player hides just
one submarine in one square of an eight-by-eight grid. Figure 4.3 shows a few
pictures of this game in progress: the circle represents the square that is being
fired at, and the ×s show squares in which the outcome was a miss, x = n; the
submarine is hit (outcome x = y shown by the symbol s) on the 49th attempt.

Each shot made by a player defines an ensemble. The two possible out-
comes are {y, n}, corresponding to a hit and a miss, and their probabili-
ties depend on the state of the board. At the beginning, P (y) = 1/64 and
P (n) = 63/64. At the second shot, if the first shot missed, P (y) = 1/63 and
P (n) = 62/63. At the third shot, if the first two shots missed, P (y) = 1/62
and P (n) = 61/62.

The Shannon information gained from an outcome x is h(x) = log(1/P (x)).
If we are lucky, and hit the submarine on the first shot, then

h(x) = h(1)(y) = log2 64 = 6bits. (4.8)

Now, it might seem a little strange that one binary outcome can convey six
bits. But we have learnt the hiding place, which could have been any of 64
squares; so we have, by one lucky binary question, indeed learnt six bits.

What if the first shot misses? The Shannon information that we gain from
this outcome is

h(x) = h(1)(n) = log2
64
63

= 0.0227bits. (4.9)

Does this make sense? It is not so obvious. Let’s keep going. If our second
shot also misses, the Shannon information content of the second outcome is

h(2)(n) = log2
63
62

= 0.0230bits. (4.10)

If we miss thirty-two times (firing at a new square each time), the total Shan-
non information gained is

log2
64
63

+ log2
63
62

+ · · · + log2
33
32

= 0.0227 + 0.0230 + · · · + 0.0430 = 1.0 bits. (4.11)

Info gained with
a trial

Remark!

Copyright Cambridge University Press 2003. On-screen viewing permitted. Printing not permitted. http://www.cambridge.org/0521642981

You can buy this book for 30 pounds or $50. See http://www.inference.phy.cam.ac.uk/mackay/itila/ for links.

4.1: How to measure the information content of a random variable? 71

A
B
C
D
E
F
G
H

87654321

×❥ ×

×❥
×

❥
××××××××

××××××××

××××××××

×
×
××××

×

×

× ××××××××

××××××××

××××××××

×
×
××××

× ×
×

××××××××

×××××××
❥

×

× ××××××××

××××××××

××××××××

×
×
××××

× ×
×

××××××××

×××××××❥S
move # 1 2 32 48 49
question G3 B1 E5 F3 H3
outcome x = n x = n x = n x = n x = y

P (x)
63
64

62
63

32
33

16
17

1
16

h(x) 0.0227 0.0230 0.0443 0.0874 4.0
Total info. 0.0227 0.0458 1.0 2.0 6.0

Figure 4.3. A game of submarine.
The submarine is hit on the 49th
attempt.

The game of submarine: how many bits can one bit convey?

In the game of battleships, each player hides a fleet of ships in a sea represented
by a square grid. On each turn, one player attempts to hit the other’s ships by
firing at one square in the opponent’s sea. The response to a selected square
such as ‘G3’ is either ‘miss’, ‘hit’, or ‘hit and destroyed’.

In a boring version of battleships called submarine, each player hides just
one submarine in one square of an eight-by-eight grid. Figure 4.3 shows a few
pictures of this game in progress: the circle represents the square that is being
fired at, and the ×s show squares in which the outcome was a miss, x = n; the
submarine is hit (outcome x = y shown by the symbol s) on the 49th attempt.

Each shot made by a player defines an ensemble. The two possible out-
comes are {y, n}, corresponding to a hit and a miss, and their probabili-
ties depend on the state of the board. At the beginning, P (y) = 1/64 and
P (n) = 63/64. At the second shot, if the first shot missed, P (y) = 1/63 and
P (n) = 62/63. At the third shot, if the first two shots missed, P (y) = 1/62
and P (n) = 61/62.

The Shannon information gained from an outcome x is h(x) = log(1/P (x)).
If we are lucky, and hit the submarine on the first shot, then

h(x) = h(1)(y) = log2 64 = 6bits. (4.8)

Now, it might seem a little strange that one binary outcome can convey six
bits. But we have learnt the hiding place, which could have been any of 64
squares; so we have, by one lucky binary question, indeed learnt six bits.

What if the first shot misses? The Shannon information that we gain from
this outcome is

h(x) = h(1)(n) = log2
64
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= 0.0227bits. (4.9)

Does this make sense? It is not so obvious. Let’s keep going. If our second
shot also misses, the Shannon information content of the second outcome is
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= 0.0230bits. (4.10)

If we miss thirty-two times (firing at a new square each time), the total Shan-
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SUBMARINE GAME

• The information gained by observing the position of the 
submarine is independent from the number of bombs I need to 
launch in order to hit it

• Each sequence of explored coordinates provides an encoding for 
the position of the submarine. Despite the different lengths of 
these encodings, they all convey the same information...

See Shannon source coding 
theorem in few weeks...

See Shannon Source coding theorem in few slides



But… 
where is information?



trials and modulated by the movie. During movie presentation,
the power of the LFP spectrum was highest at low frequencies
(<4 Hz) and then dropped with increasing frequency (Figure S1
available online). We thus started by considering the behavior
of the phase of LFPs fluctuations in the highest-power band,

namely the 1–4 Hz frequency range (delta band). The single-
trial 1–4 Hz band-passed LFP traces during movie presenta-
tion (Figure 1B) show that 1–4 Hz LFPs too were reliably mod-
ulated by the movie. To extract the instantaneous value of the
phase of the LFP fluctuations in each trial and at each time

Figure 1. Illustration of the Time Course of the LFP Phase and of the Spikes, and of the Difference between the Spike Count and Phase-of-Firing Code

These data were recorded from electrode 2 in monkey A98 in response to a movie.
(A) LFP traces from five presentations of a 12-s-long movie extract. Traces were displaced on the vertical axis so that they could be made distinguishable.
(B) Time courses of the 1–4Hz (delta band) band-passed LFP to five presentations of the same 12-s-long movie extract as in (A). Traces were again displaced
on the vertical axis. The color of the line at each time denotes to which of the four phase quadrants the instantaneous LFP phase belongs to (the color code
for phase quadrants is shown in [G] and [H]).
(C) Time course of the phases of the 1–4Hz (delta) LFP over 30 repetitions of the movie extract. Phase values were color coded into quadrants as illustrated in
(G). The bottom five trials in (C)–(E) correspond to the five trials in (A)–(B).
(D) Raster plot of spike times (indicated by dots) resulting from 30 repeated presentations of the selected 12 s movie extract.
(E) Raster plot of the same spike times as in (D) but with the dots representing the spikes color coded according to the 1–4Hz LFP phase quadrant at which
they were emitted. These colored spike times illustrate the phase-of-firing code, whereas the colorless spike times in (D) illustrate the spike-count code.
(F) Spike rate, averaged over all 30 trials and computed in 4-ms-long sliding time bins, during the 12 s movie extract. The green star and the blue circle in-
dicate movie points that elicit similar spike rate responses but different and reliable phase values. These two movie points can be much better discriminated
from each other by consideration of the phase at which spikes were emitted rather than just the counting of spikes.
(G) The sinusoidal convention used for phase, plotted with the color code chosen to label phase quadrants. With this sinusoidal convention, the phase
values p/2 and 3p/2 correspond respectively to the peak and trough of the oscillation.
(H) The probability distribution of the LFP phases at spike times. The curve (plotted with the same color code as in [G]) is normalized as probability per unit
angle (its integral across all angles equals one).

Current Biology Vol 18 No 5
376

(Montemurro et al. 2008)

LFP

LFP phase

Single unit
spike train

Single unit
phases of firing

Multi-unit rate



Information theory does 
not tell me where to look 
for information, but just 

how to find it if it is 
there…



There are even 
continuous signals…



CONTINUOUS DISTRIBUTIONS

• We can extend the definition of entropy to sources emitting 
continuous variables. First divide x into bins of width !

• Mean value theorem: there exists xi such that

• Compute entropy of the quantized distribution:



CONTINUOUS DISTRIBUTIONS

• We define:

• So-called Differential entropy differ from discrete case by an infinite 
constant (reflect larger information to encode a continuous 
variable)

•



WHICH DISTRIBUTION YIELD 
THE LARGEST ENTROPY?

• To have a well defined maximum, let impose first and second 
moment as well as normalization condition for the probability 
distribution:



WHICH DISTRIBUTION YIELD 
THE LARGEST ENTROPY?

• Gaussian distribution maximize the differential entropy:



WHICH DISTRIBUTION YIELD 
THE LARGEST ENTROPY?

• Gaussian distribution maximize the differential entropy:

Larger variance = 
Larger entropy

Max entropy construction is general!
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Weak pairwise correlations imply
strongly correlated network states in a
neural population
Elad Schneidman1,2,3, Michael J. Berry II2, Ronen Segev2 & William Bialek1,3

Biological networks have so many possible states that exhaustive sampling is impossible. Successful analysis thus
depends on simplifying hypotheses, but experiments on many systems hint that complicated, higher-order interactions
among large groups of elements have an important role. Here we show, in the vertebrate retina, that weak correlations
between pairs of neurons coexist with strongly collective behaviour in the responses of ten or more neurons. We find
that this collective behaviour is described quantitatively by models that capture the observed pairwise correlations but
assume no higher-order interactions. These maximum entropy models are equivalent to Ising models, and predict that
larger networks are completely dominated by correlation effects. This suggests that the neural code has associative or
error-correcting properties, and we provide preliminary evidence for such behaviour. As a first test for the generality of
these ideas, we show that similar results are obtained from networks of cultured cortical neurons.

Much of what we know about biological networks has been learned
by studying one element at a time—recording the electrical activity of
single neurons, the expression levels of single genes or the concen-
trations of individual metabolites. On the other hand, important
aspects of biological function must be shared among many
elements1–4. As a first step beyond the analysis of elements in
isolation, much attention has been focused on the pairwise corre-
lation properties of these elements, both in networks of neurons5–13

and in networks of genes14–16. But given a characterization of pairwise
correlations, what can we really say about the whole network? How
can we tell if inferences from a pairwise analysis are correct, or if they
are defeated by higher-order interactions among triplets, quadru-
plets, and larger groups of elements? If these effects are important,
how can we escape from the ‘curse of dimensionality’ that arises
because there are exponentially many possibilities for such terms?
Here we address these questions in the context of the vertebrate

retina, where it is possible to make long, stable recordings from
many neurons simultaneously as the system responds to complex,
naturalistic inputs17–20. We compare the correlation properties of
cell pairs with the collective behaviour in larger groups of cells, and
find that the minimal model that incorporates the pairwise corre-
lations provides strikingly accurate but non-trivial predictions of the
collective effects. These minimal models are equivalent to the Ising
model in statistical physics, and this mapping allows us to explore
the properties of larger networks, in particular their capacity for
error-correcting representations of incoming sensory data.

The scale of correlations
Throughout the nervous system, individual elements communicate
by generating discrete pulses termed action potentials or spikes21.
If we look through a window of fixed time resolution Dt, then for
small Dt these responses are binary—either the cell spikes (‘1’) or it
doesn’t (‘0’). Although some pairs of cells have very strong corre-
lations, most correlations are weak, so that the probability of seeing

synchronous spikes is almost equal to the product of the probabilities
of seeing the individual spikes; nonetheless, these weak correlations
are statistically significant for most, if not all, pairs of nearby cells. All
of these features are illustrated quantitatively by an experiment on
the salamander retina (Fig. 1), where we record simultaneously from
40 retinal ganglion cells as they respond to movies taken from a
natural setting (see Methods). The correlations between cells have
structure on the scale of 20ms and we use this window as our typical
Dt.
The small values of the correlation coefficients suggest an approxi-

mation in which the cells are completely independent. For most
pairs, this is true with a precision of a few per cent, but if we
extrapolate this approximation to the whole population of 40 cells, it
fails disastrously. In Fig. 1e, we show the probability P(K) that K of
these cells generate a spike in the same small window of duration Dt.
If the cells were independent, P(K) would approximate the Poisson
distribution, whereas the true distribution is nearly exponential. For
example, the probability of K ¼ 10 spiking together is ,105£ larger
than expected in the independent model.
The discrepancy between the independent model and the actual

data is even more clear if we look at particular patterns of response
across the population. Choosing N ¼ 10 cells out of the 40, we can
form an N-letter binary word to describe the instantaneous state of
the network, as in Fig. 1b. The independent model makes simple
predictions for the rate at which each such word should occur, and
Fig. 1f shows these predictions as a scatter plot against the actual rate
at which the words occur in the experiment. At one extreme, the
word 1011001010 occurs once per minute, whereas the independent
model predicts that this should occur once per three years (a
discrepancy of ,106£). Conversely, the word 1000000010 is pre-
dicted to occur once per three seconds, whereas in fact it occurred
only three times in the course of an hour. The independent model
makes order-of-magnitude errors even for very common patterns of
activity, such as a single cell generating a spike while all others are

ARTICLES

1Joseph Henry Laboratories of Physics, 2Department of Molecular Biology, and 3Lewis-Sigler Institute for Integrative Genomics, Princeton University, Princeton, New Jersey
08544, USA.

Vol 440|20 April 2006|doi:10.1038/nature04701

1007



© 2006 Nature Publishing Group 

 

silent. Moreover, within the clusters corresponding to different total
numbers of spikes, the predictions and observations are strongly
anti-correlated.
We conclude that weak correlations among pairs of neurons

coexist with strong correlations in the states of the population as a
whole. One possible explanation is that there are specific multi-
neuron correlations, whether driven by the stimulus or intrinsic to
the network, which simply are not measured by looking at pairs
of cells. Searching for such higher-order effects presents many
challenges22–24. Another scenario is that small correlations among
very many pairs could add up to a strong effect on the network as a
whole. If correct, this would be an enormous simplification in our
description of the network dynamics.

Minimal consequences of pairwise correlations
To describe the network as a whole, we need to write down a

probability distribution for the 2N binary words corresponding to
patterns of spiking and silence in the population. The pairwise
correlations tell us something about this distribution, but there are
an infinite number of models that are consistent with a given set of
pairwise correlations. The difficulty thus is to find a distribution
that is consistent only with the measured correlations, and does
not implicitly assume the existence of unmeasured higher-order
interactions. As the entropy of a distribution measures the random-
ness or lack of interaction among different variables25, this minimally
structured distribution that we are looking for is the maximum
entropy distribution26 consistent with the measured properties of
individual cells and cell pairs27.
We recall that maximum entropy models have a close connection

to statistical mechanics: physical systems in thermal equilibrium are
described by the Boltzmann distribution, which has the maximum
possible entropy given the mean energy of the system26,28. Thus, any
maximum entropy probability distribution defines an energy func-
tion for the system we are studying, and we will see that the energy
function relevant for our problem is an Ising model. Ising models
have been discussed extensively as models for neural networks29,30,
but in these discussions the model arose from specific hypotheses

Figure 1 | Weak pairwise cross-correlations and the failure of the
independent approximation. a, A segment of the simultaneous responses of
40 retinal ganglion cells in the salamander to a natural movie clip. Each dot
represents the time of an action potential. b, Discretization of population
spike trains into a binary pattern is shown for the green boxed area in a.
Every string (bottom panel) describes the activity pattern of the cells at a
given time point. For clarity, 10 out of 40 cells are shown. c, Example cross-
correlogram between two neurons with strong correlations; the average
firing rate of one cell is plotted relative to the time at which the other cell
spikes. Inset shows the same cross-correlogram on an expanded time scale;
x-axis, time (ms); y-axis, spike rate (s21). d, Histogram of correlation
coefficients for all pairs of 40 cells from a. e, Probability distribution of
synchronous spiking events in the 40 cell population in response to a long
natural movie (red) approximates an exponential (dashed red). The
distribution of synchronous events for the same 40 cells after shuffling each
cell’s spike train to eliminate all correlations (blue), compared to the Poisson
distribution (dashed light blue). f, The rate of occurrence of each pattern
predicted if all cells are independent is plotted against the measured rate.
Each dot stands for one of the 210 ¼ 1,024 possible binary activity patterns
for 10 cells. Black line shows equality. Two examples of extreme mis-
estimation of the actual pattern rate by the independent model are
highlighted (see the text).

Figure 2 | A maximum entropy model including all pairwise interactions
gives an excellent approximation of the full network correlation
structure. a, Using the same group of 10 cells from Fig. 1, the rate of
occurrence of each firing pattern predicted from the maximum entropy
model P2 that takes into account all pairwise correlations is plotted against
the measured rate (red dots). The rates of commonly occurring patterns are
predicted with better than 10% accuracy, and scatter between predictions
and observations is confined largely to rare events for which the
measurement of rates is itself uncertain. For comparison, the independent
model P1 is also plotted (from Fig. 1f; grey dots). Black line shows equality.
b, Histogram of Jensen–Shannon divergences (see Methods) between the
actual probability distribution of activity patterns in 10-cell groups and the
models P1 (grey) and P2 (red); data from 250 groups. c, Fraction of full
network correlation in 10-cell groups that is captured by the maximum
entropy model of second order, I (2)/IN, plotted as a function of the full
network correlation, measured by the multi-information IN (red dots). The
multi-information values are multiplied by 1/Dt to give bin-independent
units. Every dot stands for one group of 10 cells. The 10-cell group featured
in a is shown as a light blue dot. For the same sets of 10 cells, the fraction of
information of full network correlation that is captured by the conditional
independence model, Icond–indep/IN, is shown in black (see the text).
d, Average values of I (2)/IN from 250 groups of 10 cells. Results are shown for
different movies (see Methods), for different species (see Methods), and for
cultured cortical networks; error bars show standard errors of the mean.
Similar results are obtained on changing N and Dt; see Supplementary
Information.
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silent. Moreover, within the clusters corresponding to different total
numbers of spikes, the predictions and observations are strongly
anti-correlated.
We conclude that weak correlations among pairs of neurons

coexist with strong correlations in the states of the population as a
whole. One possible explanation is that there are specific multi-
neuron correlations, whether driven by the stimulus or intrinsic to
the network, which simply are not measured by looking at pairs
of cells. Searching for such higher-order effects presents many
challenges22–24. Another scenario is that small correlations among
very many pairs could add up to a strong effect on the network as a
whole. If correct, this would be an enormous simplification in our
description of the network dynamics.

Minimal consequences of pairwise correlations
To describe the network as a whole, we need to write down a

probability distribution for the 2N binary words corresponding to
patterns of spiking and silence in the population. The pairwise
correlations tell us something about this distribution, but there are
an infinite number of models that are consistent with a given set of
pairwise correlations. The difficulty thus is to find a distribution
that is consistent only with the measured correlations, and does
not implicitly assume the existence of unmeasured higher-order
interactions. As the entropy of a distribution measures the random-
ness or lack of interaction among different variables25, this minimally
structured distribution that we are looking for is the maximum
entropy distribution26 consistent with the measured properties of
individual cells and cell pairs27.
We recall that maximum entropy models have a close connection

to statistical mechanics: physical systems in thermal equilibrium are
described by the Boltzmann distribution, which has the maximum
possible entropy given the mean energy of the system26,28. Thus, any
maximum entropy probability distribution defines an energy func-
tion for the system we are studying, and we will see that the energy
function relevant for our problem is an Ising model. Ising models
have been discussed extensively as models for neural networks29,30,
but in these discussions the model arose from specific hypotheses

Figure 1 | Weak pairwise cross-correlations and the failure of the
independent approximation. a, A segment of the simultaneous responses of
40 retinal ganglion cells in the salamander to a natural movie clip. Each dot
represents the time of an action potential. b, Discretization of population
spike trains into a binary pattern is shown for the green boxed area in a.
Every string (bottom panel) describes the activity pattern of the cells at a
given time point. For clarity, 10 out of 40 cells are shown. c, Example cross-
correlogram between two neurons with strong correlations; the average
firing rate of one cell is plotted relative to the time at which the other cell
spikes. Inset shows the same cross-correlogram on an expanded time scale;
x-axis, time (ms); y-axis, spike rate (s21). d, Histogram of correlation
coefficients for all pairs of 40 cells from a. e, Probability distribution of
synchronous spiking events in the 40 cell population in response to a long
natural movie (red) approximates an exponential (dashed red). The
distribution of synchronous events for the same 40 cells after shuffling each
cell’s spike train to eliminate all correlations (blue), compared to the Poisson
distribution (dashed light blue). f, The rate of occurrence of each pattern
predicted if all cells are independent is plotted against the measured rate.
Each dot stands for one of the 210 ¼ 1,024 possible binary activity patterns
for 10 cells. Black line shows equality. Two examples of extreme mis-
estimation of the actual pattern rate by the independent model are
highlighted (see the text).

Figure 2 | A maximum entropy model including all pairwise interactions
gives an excellent approximation of the full network correlation
structure. a, Using the same group of 10 cells from Fig. 1, the rate of
occurrence of each firing pattern predicted from the maximum entropy
model P2 that takes into account all pairwise correlations is plotted against
the measured rate (red dots). The rates of commonly occurring patterns are
predicted with better than 10% accuracy, and scatter between predictions
and observations is confined largely to rare events for which the
measurement of rates is itself uncertain. For comparison, the independent
model P1 is also plotted (from Fig. 1f; grey dots). Black line shows equality.
b, Histogram of Jensen–Shannon divergences (see Methods) between the
actual probability distribution of activity patterns in 10-cell groups and the
models P1 (grey) and P2 (red); data from 250 groups. c, Fraction of full
network correlation in 10-cell groups that is captured by the maximum
entropy model of second order, I (2)/IN, plotted as a function of the full
network correlation, measured by the multi-information IN (red dots). The
multi-information values are multiplied by 1/Dt to give bin-independent
units. Every dot stands for one group of 10 cells. The 10-cell group featured
in a is shown as a light blue dot. For the same sets of 10 cells, the fraction of
information of full network correlation that is captured by the conditional
independence model, Icond–indep/IN, is shown in black (see the text).
d, Average values of I (2)/IN from 250 groups of 10 cells. Results are shown for
different movies (see Methods), for different species (see Methods), and for
cultured cortical networks; error bars show standard errors of the mean.
Similar results are obtained on changing N and Dt; see Supplementary
Information.
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silent. Moreover, within the clusters corresponding to different total
numbers of spikes, the predictions and observations are strongly
anti-correlated.
We conclude that weak correlations among pairs of neurons

coexist with strong correlations in the states of the population as a
whole. One possible explanation is that there are specific multi-
neuron correlations, whether driven by the stimulus or intrinsic to
the network, which simply are not measured by looking at pairs
of cells. Searching for such higher-order effects presents many
challenges22–24. Another scenario is that small correlations among
very many pairs could add up to a strong effect on the network as a
whole. If correct, this would be an enormous simplification in our
description of the network dynamics.

Minimal consequences of pairwise correlations
To describe the network as a whole, we need to write down a

probability distribution for the 2N binary words corresponding to
patterns of spiking and silence in the population. The pairwise
correlations tell us something about this distribution, but there are
an infinite number of models that are consistent with a given set of
pairwise correlations. The difficulty thus is to find a distribution
that is consistent only with the measured correlations, and does
not implicitly assume the existence of unmeasured higher-order
interactions. As the entropy of a distribution measures the random-
ness or lack of interaction among different variables25, this minimally
structured distribution that we are looking for is the maximum
entropy distribution26 consistent with the measured properties of
individual cells and cell pairs27.
We recall that maximum entropy models have a close connection

to statistical mechanics: physical systems in thermal equilibrium are
described by the Boltzmann distribution, which has the maximum
possible entropy given the mean energy of the system26,28. Thus, any
maximum entropy probability distribution defines an energy func-
tion for the system we are studying, and we will see that the energy
function relevant for our problem is an Ising model. Ising models
have been discussed extensively as models for neural networks29,30,
but in these discussions the model arose from specific hypotheses

Figure 1 | Weak pairwise cross-correlations and the failure of the
independent approximation. a, A segment of the simultaneous responses of
40 retinal ganglion cells in the salamander to a natural movie clip. Each dot
represents the time of an action potential. b, Discretization of population
spike trains into a binary pattern is shown for the green boxed area in a.
Every string (bottom panel) describes the activity pattern of the cells at a
given time point. For clarity, 10 out of 40 cells are shown. c, Example cross-
correlogram between two neurons with strong correlations; the average
firing rate of one cell is plotted relative to the time at which the other cell
spikes. Inset shows the same cross-correlogram on an expanded time scale;
x-axis, time (ms); y-axis, spike rate (s21). d, Histogram of correlation
coefficients for all pairs of 40 cells from a. e, Probability distribution of
synchronous spiking events in the 40 cell population in response to a long
natural movie (red) approximates an exponential (dashed red). The
distribution of synchronous events for the same 40 cells after shuffling each
cell’s spike train to eliminate all correlations (blue), compared to the Poisson
distribution (dashed light blue). f, The rate of occurrence of each pattern
predicted if all cells are independent is plotted against the measured rate.
Each dot stands for one of the 210 ¼ 1,024 possible binary activity patterns
for 10 cells. Black line shows equality. Two examples of extreme mis-
estimation of the actual pattern rate by the independent model are
highlighted (see the text).

Figure 2 | A maximum entropy model including all pairwise interactions
gives an excellent approximation of the full network correlation
structure. a, Using the same group of 10 cells from Fig. 1, the rate of
occurrence of each firing pattern predicted from the maximum entropy
model P2 that takes into account all pairwise correlations is plotted against
the measured rate (red dots). The rates of commonly occurring patterns are
predicted with better than 10% accuracy, and scatter between predictions
and observations is confined largely to rare events for which the
measurement of rates is itself uncertain. For comparison, the independent
model P1 is also plotted (from Fig. 1f; grey dots). Black line shows equality.
b, Histogram of Jensen–Shannon divergences (see Methods) between the
actual probability distribution of activity patterns in 10-cell groups and the
models P1 (grey) and P2 (red); data from 250 groups. c, Fraction of full
network correlation in 10-cell groups that is captured by the maximum
entropy model of second order, I (2)/IN, plotted as a function of the full
network correlation, measured by the multi-information IN (red dots). The
multi-information values are multiplied by 1/Dt to give bin-independent
units. Every dot stands for one group of 10 cells. The 10-cell group featured
in a is shown as a light blue dot. For the same sets of 10 cells, the fraction of
information of full network correlation that is captured by the conditional
independence model, Icond–indep/IN, is shown in black (see the text).
d, Average values of I (2)/IN from 250 groups of 10 cells. Results are shown for
different movies (see Methods), for different species (see Methods), and for
cultured cortical networks; error bars show standard errors of the mean.
Similar results are obtained on changing N and Dt; see Supplementary
Information.
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about the network dynamics. Here, the Ising model is forced upon us
as the least-structured model that is consistent with measured spike
rates and pairwise correlations; we emphasize that this is not an
analogy or a metaphor, but rather an exact mapping.
Whether we view the maximum entropy model through its

analogy with statistical physics or simply as amodel to be constructed
numerically from the data (see Methods), we need meaningful ways
of assessing whether this model is correct. Generally, for a network of
N elements, we can define maximum entropy distributions PK that
are consistent with all Kth-order correlations for any K ¼ 1;2;…;N
(ref. 27). These distributions form a hierarchy, from K ¼ 1 where all
elements are independent, up toK ¼ N, which is an exact description
that allows arbitrarily complex interactions; their entropies SK
decrease monotonically toward the true entropy S : S1 $ S2 $ · · ·$
SN ¼ S: The entropy difference or multi-information IN ¼ S1 2 SN
measures the total amount of correlation in the network, indepen-
dent of whether it arises from pairwise, triplet or more-complex
correlations31. The contribution of theKth-order correlation is IðKÞ ¼
SK21 2 SK and is always positive (more correlation always reduces
the entropy); IN is the sum of all the I (K) (ref. 27). Therefore, the
question of whether pairwise correlations provide an effective
description of the system becomes the question of whether the
reduction in entropy that comes from these correlations,
I (2) ¼ S1 2 S2, captures all or most of the multi-information IN.

Are pairwise correlations enough?
Figure 2 shows the predictions of the maximum entropy model P2

consistent with pairwise correlations in populations of N ¼ 10 cells.
Looking in detail at the patterns of spiking and silence of one group
of 10 cells, we see that the predicted rates for different binary words

are tightly correlated with the observed rates over a very large
dynamic range, so that the dramatic failures of the independent
model have been overcome (Fig. 2a).
With 40 cells, we can choose many different populations of 10

cells, and in each case we find that the predicted and observed
distributions of words are very similar. It would typically take
thousands of independent samples to distinguish reliably between
the true distribution of responses and the maximum entropy model,
two orders of magnitude more than for the independent model
(Fig. 2b).
The success of the pairwise maximum entropy models in captur-

ing the correlation structure of the network is summarized by the
fraction I (2)/IN < 90% (Fig. 2c). This ratio is larger when IN itself is
larger, so that the pairwise model is more effective in describing
populations of cells with stronger correlations, and the ability of this
model to capture,90% of themulti-information holds independent
of many details (Fig. 2d; see also Supplementary Information): we
can vary the particular natural movies shown to the retina, use an
artificial movie, change the size of the bins Dt used to define the
binary responses, change the number of neurons N that we analyse,
and even shift from a lower vertebrate (salamander) to a mammalian
(guinea pig) retina. Finally, the correlation structure in a network of
cultured cortical neurons32 can be captured by the pairwise model
with similar accuracy.
The maximum entropy model describes the correlation structure

of the network activity without assumptions about its mechanistic
origin. A more traditional approach has been to dissect the corre-
lations into contributions that are intrinsic to the network and those
that are driven by the visual stimulus. The simplest model in this view
is one inwhich cells spike independently in response to their input, so
that all correlations are generated by covariations of the individual
cells’ firing rates33. Although there may be situations in which
conditional independence is a good approximation, Fig. 2c shows
that this model is less effective than the maximum entropy model in
capturing the multi-information for 232 out of 250 groups of 10
neurons, even though the conditional independent model has,200
times more parameters (seeMethods). The hypothesis of conditional
independence is consistently less effective in capturing the structure
of more-strongly correlated groups of cells, which is opposite to the
behaviour of the maximum entropy model. Finally, whereas the
maximum entropy model can be constructed solely from the
observed correlations among neurons, the conditionally indepen-
dent model requires explicit access to repeated presentations of the
visual stimulus. Thus, the central nervous system could learn the
maximum entropymodel from the data provided by the retina alone,
but the conditionally independent model is not biologically realistic
in this sense.
We conclude that although the pairwise correlations are small and

the multi-neuron deviations from independence are large, the
maximum entropy model consistent with the pairwise correlations
captures almost all of the structure in the distribution of responses
from the full population of neurons. Thus, the weak pairwise
correlations imply strongly correlated states. To understand how
this happens, it is useful to look at the mathematical structure of the
maximum entropy distribution.

Ising models, revisited
We recall that the maximum entropy distribution consistent with
a known average energy kEl is the Boltzmann distribution,
P / exp(2E/kBT), where kB is Boltzmann’s constant and T is
temperature. This generalizes, so that if we know the average values
of many variables fm describing the system, then the maximum
entropy distribution is P / exp(2Smlmfm), where there is a separate
Lagrange multiplier lm for each constraint26,28 . In our case, we are
given the average probability of a spike in each cell and the
correlations among all pairs. If we represent the activity of cell i by
a variable j i ¼ ^1, where þ 1 stands for spiking and 21 stands for

Figure 3 | Pairwise interactions and individual cell biases, as in equation
(1). a, Example of the pairwise interactions J ij (above) and bias values (or
local fields) hi (below) for one group of 10 cells. b, Histograms of hi and J ij
values from 250 different groups of 10 cells. c, Two examples of 3 cells within
a group of 10. At left, cells A and B have almost no interaction
(JAB ¼ 20.02), but cell C is very strongly interacting with both A and B
(JAC ¼ 0.52, JBC ¼ 0.70), so that cells A and B exhibit strong correlation, as
shown by their cross-correlogram (bottom panel). At right, a ‘frustrated’
triplet, in which cells A and B have a significant positive interaction
(JAB ¼ 0.13), as do cells B and C (JBC ¼ 0.09), but A and C have a significant
negative interaction (JAC ¼ 20.11). As a result, there is no clear correlation
between cells A and B, as shown by their cross-correlogram (bottom panel).
d, Interaction strength J ij plotted against the correlation coefficient Cij; each
point shows the value for one cell pair averaged over many different groups
of neighbouring cells (190 pairs from 250 groups), and error bars show
standard deviations.
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silence, then these constraints are equivalent to fixing the average of
each j i and the averages of all products j ijj, respectively. The
resulting maximum entropy distribution is

P2ðj1;j2;…;jN Þ ¼
1

Z
exp

i

X
hiji þ

1

2 i–j

X
Jijjijj

2

4

3

5 ð1Þ

where the Lagrange multipliers {hi, J ij} have to be chosen so that the
averages {kj il, kj ijjl} in this distribution agree with experiment; the
partition function Z is a normalization factor. This is the Ising
model28, where the j i are spins, the hi are local magnetic fields
acting on each spin, and the J ij are the exchange interactions; note
that h . 0 favours spiking and J . 0 favours positive correlations.

Figure 3 shows the parameters {hi, J ij} for a particular group of ten
cells, as well as the distributions of parameters for many such groups.
Most cells have a negative local field, which biases them toward
silence. Figure 3c and d illustrates the non-trivial relationship
between the pairwise interaction strengths J ij and the observed
pairwise correlations.
We can rewrite equation (1) exactly by saying that each neuron or

spin j i experiences an effective magnetic field that includes the local
field or intrinsic bias hi and a contribution from interactions with all
the other spins (neurons), hinti ¼ 1

2

P
j–iJijjj; note that h

int
i depends on

whether the other cells are spiking or silent. The intrinsic bias
dominates in small groups of cells, but as we look to larger networks,
the fact that almost all of the ,N2 pairs of cells are significantly (if
weakly) interacting shifts the balance so that the typical values of the
intrinsic bias are reduced while the effective field contributed by the
other cells has increased (Fig. 4).

Larger networks and error correction
Groups of N ¼ 10 cells are large enough to reveal dramatic depar-
tures from independence, but small enough that we can directly
sample the relevant probability distributions. What happens at larger
N? In general, we expect that the total capacity of the network to
represent its sensory inputs should grow in proportion to the
number of neurons, N. This is the usual thermodynamic limit in
statistical mechanics, where energy and entropy are proportional to
system size28. But this behaviour is not guaranteed when all elements
of the system interact with each other. In the Ising model, it is known
that if all pairs of spins (here, cells) interact significantly, then to
recover the thermodynamic limit the typical size of the interactions
J ijmust decrease withN (refs 30, 34). Although we have not analysed
very large networks, we see no signs of significant changes in J with
growing N (Fig. 4b, c).
In a physical system, the maximum entropy distribution is the

Boltzmann distribution, and the behaviour of the system depends on
the temperature, T. For the network of neurons, there is no real
temperature, but the statistical mechanics of the Ising model predicts
that when all pairs of elements interact, increasing the number of
elements while fixing the typical strength of interactions is equivalent
to lowering the temperature, T, in a physical system of fixed size, N.
This mapping predicts that correlations will be even more important
in larger groups of neurons.
We can see signs of strong correlation emerging by looking at

the entropy and multi-information in sub-networks of different
sizes. If all cells were independent, the entropy would be S1, exactly

Figure 4 | Interactions and local fields in networks of different size.
a, Greyscale density map of the distribution of effective interaction fields
experienced by a single cell hinti versus its own bias or local field hi (see the
text); distribution formed over network configurations at each point in time
during a natural movie for n ¼ 1,140 3-cell groups (top panel) and n ¼ 250
10-cell groups (bottom panel). Black line shows the boundary between
dominance of local fields versus interactions. b, Mean interactions J ij and
local fields hi describing groups ofN cells, with error bars showing standard
deviations across multiple groups. c, Pairwise interaction in a network of 10
cells Jð10Þij plotted against the interaction values of the same pair in a sub-
network containing only 5 cells Jð5Þij : Line shows equality.

Figure 5 | Extrapolation to larger networks. a, Average independent cell
entropy S1 and network multi-information IN, multiplied by 1/Dt to give
bin-independent rates, versus number of cells in the network N.
Theoretically, we expect IN / N(N 2 1) for small N; the best fit is
IN / N1.98^0.04. Extrapolating (dashed line) defines a critical network size
N c, where INwould be equal to S1. b, Information thatN cells provide about
the activity of cell N þ 1, plotted as a fraction of that cell’s entropy, S(j i),
versus network size N; each point is the average value for many different

groups of cells. Extrapolation to larger networks (dashed line,
slope ¼ 1.017 ^ 0.052) defines another critical network size N c, where one
would get perfect error-correction or prediction of the state of a single cell
from the activity of the rest of the network. c, Examples of ‘check cells’, for
which the probability of spiking is an almost perfectly linear encoding of
the number of spikes generated by the other cells in the network. Cell
numbers as in Fig. 1.
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FROM  STIMULUS  TO 

RESPONSE

“Stimulus”
Source

“Response”
Source



ENTROPY OF NOISE

Entropy of the response NOT DUE to stimulus variation



MUTUAL INFORMATION

Entropy of the response
NOT DUE to stimulus 

variation

Entropy of the response
DUE to stimulus variation =

Total entropy - 
Entropy not due to stimulus 

variation

Entropy of the response
NOT DUE to stimulus 

variation



MUTUAL INFORMATION

Entropy of the response
DUE to stimulus variation =

Total entropy - 
Entropy not due to stimulus 

variation



MUTUAL INFORMATION

Entropy of the response
DUE to stimulus variation =

Total entropy - 
Entropy not due to stimulus 

variation

• Symmetric under exchange of r and s

• Information that a set of responses convey about the stimuli, or...

• ... information that a set of stimuli convey about the response.



KL - DIVERGENCE
• A measure of the “distance” between two propability distributions

• Gibbs inequality: 

• NB: not symmetric!

(Proof as an exercise. Hint: you have to use somewhere Jensen Inequality)



KL - DIVERGENCE
• A measure of the “distance” between two propability distributions

• Gibbs inequality: 

• NB: not symmetric!

(Proof as an exercise. Hint: you have to use somewhere Jensen Inequality)



KL - DIVERGENCE

• A measure of the “distance” between two propability distributions

• Mutual Information as KL-divergence between dependent case 
and independent case:

Even more KL-
divergences!



Akaike info criterion

•You have a real underlying unknown 
distribution f(x) 

•You have two candidates model 
distribution g(x) and h(x) 

•How much info you lose using g(x) or h(x) 
rather than f(x)? 

•The model that loses less info is the one 
that is “better”...



Akaike info criterion

•However you don’t know f(x)... 

•You can still evaluate the relative KLD... 

•AIC1 -AIC2 is the relative KLD loss



Transfer Entropy
Transition

matrix

Independent
from Y 

≈
Measure of the deviation 

of the transition matrix for X 
from independency from Y

(KL-divergence)

?



Transfer Entropy = 
information transfer

Transfer Entropy = shared information between 
the past of Y and present of X 

which is NOT already explained by the past of X



Active storage

Shared information between  
the present of X and its past



More than one or two…



Information 
decomposition

G ¼ C0IunqðY : X1 n X2Þ þ C1IunqðY : X2 n X1Þ ð7Þ
þ C2IshdðY : X1;X2Þ þ C3IsynðY : X1;X2Þ
þ C4HðYjX1;X2Þ;

which can also be rewritten with another set of coefficients ci as:

G ¼ c0IunqðY : X1 n X2Þ þ c1IunqðY : X2 n X1Þ ð8Þ
þ c2IshdðY : X1;X2Þ þ c3IsynðY : X1;X2Þ
þ c4HðYÞ;

using ci ¼ Ci % C4 (i ¼ 0 . . .3), c4 ¼ C4 (and Eq. (6)).
Note that training a neural processor will obviously change the

value of the goal function in Eq. (7), but of course also change the
relative composition of the entropy in Eq. (6).

This decomposition of the entropy and its parametrization are
closely modeled on the approach taken by Kay and Phillips in their
formulation of another versatile information theoretic goal func-
tion (‘‘F ”, see below) for the coherent infomax principle (Kay,
1999; Kay, Floreano, & Phillips, 1998; Kay & Phillips, 2011;
Phillips et al., 1995).

In general, we will choose the formulation used in Eq. (7)
because the conditional entropy does not overlap with the parts
in the PI-diagram (Fig. 2), but note that the formulation used in
Eq. (8) may be useful when goals with respect to total bandwidth,
rather than unused bandwidth, are to be made explicit. This could
for example happen when neuronal plasticity acts to increase the
total bandwidth of a neural processor.6

In the next sections we introduce coherent infomax and analyze
it by means of PID. We then show how to (re-)formulate infomax,
and predictive coding using specific choices of parameters for G.
Last, we will introduce a neural goal function, called coding with
synergy, that explicitly exploits synergy for information processing.

4. The coherent infomax principle and its goal function as seen
by PID

4.1. The coherent infomax principle

The coherent infomax principle (CIP) proposes an information
theoretically defined neural goal function in the spirit of domain-
independence laid out in the introduction, and a neural processor
implementing this goal function (Kay, 1999; Kay et al., 1998; Kay
& Phillips, 2011; Phillips et al., 1995). The neural processor oper-
ates on information it receives from two distinct types of inputs

X1; X2 and sends the results to a single output Y (see Fig. 1). The
two distinct types of input in CIP were described as driving and
modulatory, formally defined by their distinct roles in local
processing as detailed in the coherent infomax Principles
CIP.1–CIP.4, below. Here we will denote the driving input by X1,
and the contextual input by X2.

In the mammalian brain the driving input X1 includes, but is not
limited to, both external information received from the sensors and
information retrieved frommemory. The contextual input X2 arises
from diverse sources as lateral long-range input from the same
or different brain regions, descending inputs from hierarchically
higher regions, and input via non-specific thalamic areas. Phillips,
Clark, and Silverstein (2015) provide a recent in-depth review of
this issue in relation to the evidence for such distinct inputs from
several disciplines.

The coherent infomax principle (CIP) states the following four
goals of information processing:

CIP.1 The output Y should transmit information that is shared
between the two inputs, so as to enable the processor to
preferentially transmit information from the driving inputs
(X1) that is supported by context-carrying information from
internal sources elsewhere in the system arriving at input
X2. This is what the term ‘coherent’ refers to.

CIP.2 The output Y could transmit some information that is only in
the driving input X1, but not in the context, so as to enable
that the local processor transmits some information that is
not related to the information currently available to it from
elsewhere in the system.
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Modulatory
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Fig. 1. Neural processors: (A) neural processor with multidimensional inputs X1; X2, and output Y. (B) Processor with local weighted summation of inputs as used in coherent
infomax and in this study. To establish the link to the coherent infomax literature we identify the input X1 with the receptive field input R, which may be excitatory (e) or
inhibitory (i), and which is summed. In the same way, X2 is identified with the contextual input C. (C) Overlay of the coherent infomax neural processor on a layer 5 pyramidal
cells, highlighting potential parallels to existing physiological mechanisms. Layer 5 cell created with the TREES toolbox (Cuntz et al., 2010), courtesy of Hermann Cuntz.
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Fig. 2. Partial information diagram with both classical information terms (solid
lines) and PID terms (color patches). (For interpretation of the references to color in
this figure legend, the reader is referred to the web version of this article.)

6 Along similar lines one may wish to add the total information in both inputs
HðX1Þ and HðX2Þ (or, HðX1jY ;X2Þ and HðX2jY ;X1Þ, respectively) to G. However, since
the neural processor has only control over the output Y, changing the amount of this
initial information in the inputs is beyond the scope of its goal function.
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Signal Propagation and Logic Gating in Networks of
Integrate-and-Fire Neurons

Tim P. Vogels and L. F. Abbott
Volen Center for Complex Systems and Department of Biology, Brandeis University, Waltham, Massachusetts 02454-9110

Transmission of signals within the brain is essential for cognitive function, but it is not clear how neural circuits support reliable and
accurate signal propagation over a sufficiently large dynamic range. Two modes of propagation have been studied: synfire chains, in
which synchronous activity travels through feedforward layers of a neuronal network, and the propagation of fluctuations in firing rate
across these layers. In both cases, a sufficient amount of noise, which was added to previous models from an external source, had to be
included to support stable propagation. Sparse, randomly connected networks of spiking model neurons can generate chaotic patterns of
activity. We investigate whether this activity, which is a more realistic noise source, is sufficient to allow for signal transmission. We find
that, for rate-coded signals but not for synfire chains, such networks support robust and accurate signal reproduction through up to six
layers if appropriate adjustments are made in synaptic strengths. We investigate the factors affecting transmission and show that
multiple signals can propagate simultaneously along different pathways. Using this feature, we show how different types of logic gates can
arise within the architecture of the random network through the strengthening of specific synapses.

Key words: rate coding; sensory processing; propagation; integrate-and-fire neurons; network models; synfire chains; logic gates

Introduction
Cognitive processing involves signal propagation through multi-
ple brain regions and the activation of large numbers of specific
neurons. Computational approaches are useful for studying the
nature and mechanisms of this phenomenon. Two different
modes of signal propagation have been proposed. In synfire
propagation, the signal is carried by a wave of synchronous neu-
ronal activity within a subset of network neurons (Abeles, 1991;
Aertsen et al., 1996; Diesmann et al., 1999). In firing-rate propa-
gation, the wave of activity is an asynchronous elevation in the
firing rate of the neurons carrying the signal (van Rossum et al.,
2002). In both cases, it has proven surprisingly difficult to con-
struct networks that support stable and robust signal propagation
over a sufficiently wide dynamic range to support a significant
flow of information. Specifically, adjustments must be made to
keep the signal from dying out as it propagates through different
subsets of network neurons and also to keep the signal from
exploding and spreading to all of the neurons in the network. In
addition, large amounts of noise must be included for both forms
of propagation, in synfire chains to prevent synchronization
from spreading across the network (Diesmann et al., 1999; Aviel
et al., 2003; Mehring et al., 2003), and in firing-rate propagation
to prevent synchronization of the signal-carrying neurons them-
selves (van Rossum et al., 2002; Litvak et al., 2003; Reyes, 2003).

Noise was included in early studies of signal propagation
(Diesmann et al., 1999; van Rossum et al., 2002) by injecting
random current into all of the neurons of the network. This cor-
responds to a source of noise that is external to the network.
Using an external noise source has the advantage that the level of
noise can be adjusted easily until a level appropriate for signal
propagation is found. The propagating signal and noise source
are also independent, so they do not interfere with each other.
However, an external source of noise is not biologically realistic.
Although neurons in real neural circuits show considerable irreg-
ularity and variability in their firing (Burns and Webb, 1976;
Dean, 1981; Softky and Koch, 1993; Holt et al., 1996; Anderson et
al., 2000), the source of this “noisy” activity is internal, not
external.

A number of studies have shown that networks of sparsely
connected spiking model neurons can produce highly irregular,
chaotic activity without any external source of noise (van
Vreeswijk and Sompolinsky, 1996, 1998; Brunel, 2000; Mehring
et al., 2003; Lerchner et al., 2004; Vogels et al., 2005). These net-
works allow for the study of signal propagation without the un-
realistic injection of external noise. This has been done in the case
of synfire chains (Aviel et al., 2003; Mehring et al., 2003), but not
for firing-rate propagation. In studies of synfire propagation in
irregularly firing networks, a number of complications arose be-
cause of interactions between the propagating signal and the on-
going background activity of the network. Signal propagation can
be achieved in such networks, but the signals can produce
network-wide shock waves that can subsequently silence the
background activity of the network (Aviel et al., 2003; Mehring et
al., 2003). In light of these complications, we feel it is also impor-
tant to consider whether firing-rate coded signals can propagate
through spontaneously active networks. We must determine
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work we are studying can also perform computations. To do this,
we identify candidate processing circuits within the existing ar-
chitecture of the network (by procedures discussed in Materials
and Methods), just as we identified candidate pathways previ-
ously. Also, as before, we then strengthen synapses within the
identified circuit to turn a candidate processing unit into a func-
tioning one. A common feature of all four circuits shown in Fig-
ure 8, already discussed for the excitatory pathway in Figure 7h, is
their relatively sluggish responses, amplified further by the longer
inhibitory synaptic time constant.

Figure 8a illustrates the structure for a candidate NOT gate, in
which a set of inhibitory interneurons controls an upstream layer,
so that driving the inhibitory layer silences the otherwise active
output layer. In Boolean terms, this represents an output of 1 for
input 0 and an output of 0 for input 1. Figure 8b shows an exten-
sion of the strategy used to trace out the NOT gate, to create a
switch that controls propagation along an excitatory pathway.
Driving the inhibitory cell population of the circuit impedes any
signal propagation along the excitatory pathway. Although the
example shown is an on/off switch, the same circuit can be used to
modulate a propagating signal in an analog manner by varying
the firing rate along the inhibitory pathway (data not shown).

To create an XOR gate (an exclusive OR gate that propagates
signals when either one of two pathways is active but not both),
two entwined switches synapsing onto the same output layer
are identified. When all synapses are strengthened sufficiently,

the output layer fires above 60 Hz for single inputs and well
below 40 Hz for simultaneous inputs along both paths. Trans-
lated into Boolean terms, this represents the output of an XOR
gate (Fig. 8c).

Figure 8d shows the result of strengthening synapses within a
candidate flip-flop circuit as a basic memory unit. A flip-flop
must maintain high firing rates in one of two recurrent loops,
even in the absence of an external signal, while suppressing activ-
ity in the other through a set of inhibitory interneurons. When
one of the two loops is driven by an external source, the loop
sustains its firing rate even after the input is shut off. The flip-flop
can reverse its state when the other loop is stimulated. Such ac-
tivity is seen in Figure 8d. Although the circuit can function as a
flip-flop, it is not perfect. Because of fluctuations in the back-
ground activity, the inhibitory activity from one loop is some-
times insufficient to silence the other. Such a failure is seen !800
ms into the simulation of Figure 8d, at which the flip-flop spon-
taneously changes its state, thus failing to maintain a memory.
Elevated and asynchronous sustained firing rates in such units are
possible only because of sufficient background activity, but this
activity can cause failures too.

Discussion
We studied signal propagation in two different types of network
models, COBA and CUBA. For the CUBA network, we used ir-
regular asynchronous activity as observed in previous work, and
for the COBA network, we chose parameters that also created
irregular asynchronous but, more importantly, self-sustained ac-
tivity. In such a network configuration, the size of postsynaptic
events is approximately one magnitude larger than in the CUBA
network, the average membrane potentials are lower, and the
resulting activity has a more burst-like character. In addition, we
tested some of our results in the low conductance regimen of the
COBA network, with similar outcomes. Both models provide an
internal, nonadjustable source of noise sufficiently large to pre-
vent synchronization but not large enough to destroy signals and,
thus, support rate-mode signal propagation. Furthermore, inter-
ference between the propagating signal and the background ac-
tivity did not prove problematic. Signal transmission in the
COBA model is more accurate, in the sense that a wider range of
firing rates can be transmitted across the layers of the signaling
pathway without parameter adjustment. This is because of the
presence of conductance-based synapses, rather than the fact that
the CUBA and COBA models operate in different parameter
regimens.

With sufficiently strengthened pathway synapses, a rate-
coded signal can travel through at least six synaptic stages with a
transmission delay of !20 ms. A 13-fold increase in synapse
strength was needed to optimally transmit signals through a net-
work. This corresponds to evoked EPSPs, within the active net-
work, of !8 mV, which is relatively large but not unheard of
(Song et al., 2005). In the 10,000 neuron, randomly connected
networks we studied, propagation involved only three pathway
synapses. One way to get more synapses involved in the signal
propagation and, thus, to lessen their strength, is to use a struc-
tured architecture, more like the real cortex, with columns and
targeted branching axons. This is a topic of ongoing research.

The optimal synapse enhancement depends on the nature of
the transmitted signal, especially in the CUBA model. The critical
factors seem to be the ratio of silent to active periods and the
distribution of firing rates within the active signal. A signal with
long silences or low firing rates requires a smaller optimal synapse
enhancement than one with large amounts of high-frequency

Figure 8. Processing units constructed by synaptically tuning existing network subcircuits.
a, NOT gate. b, Switch. c, XOR gate. d, Flip-flop. The left side of each subplot shows the layout of
each circuit, with inhibitory neurons drawn as hexagons. On the right, the average firing rates of
input and output layers are plotted along with the Boolean interpretation above the traces. In d,
external input to the different loops is indicated by color-coded bars along the x-axis.
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XOR 0 1

0 0 1

1 1 0

Two inputs are independent, 
so shared mutual information vanishes

Interestingly (we tried yesterday!), there is no
unique mutual information as well!

So all the mutual information is synergistic!
I.e. Y knows something that neither X1 or X2 

knew to know (even if, together, they knew it…)

G ¼ C0IunqðY : X1 n X2Þ þ C1IunqðY : X2 n X1Þ ð7Þ
þ C2IshdðY : X1;X2Þ þ C3IsynðY : X1;X2Þ
þ C4HðYjX1;X2Þ;

which can also be rewritten with another set of coefficients ci as:

G ¼ c0IunqðY : X1 n X2Þ þ c1IunqðY : X2 n X1Þ ð8Þ
þ c2IshdðY : X1;X2Þ þ c3IsynðY : X1;X2Þ
þ c4HðYÞ;

using ci ¼ Ci % C4 (i ¼ 0 . . .3), c4 ¼ C4 (and Eq. (6)).
Note that training a neural processor will obviously change the

value of the goal function in Eq. (7), but of course also change the
relative composition of the entropy in Eq. (6).

This decomposition of the entropy and its parametrization are
closely modeled on the approach taken by Kay and Phillips in their
formulation of another versatile information theoretic goal func-
tion (‘‘F ”, see below) for the coherent infomax principle (Kay,
1999; Kay, Floreano, & Phillips, 1998; Kay & Phillips, 2011;
Phillips et al., 1995).

In general, we will choose the formulation used in Eq. (7)
because the conditional entropy does not overlap with the parts
in the PI-diagram (Fig. 2), but note that the formulation used in
Eq. (8) may be useful when goals with respect to total bandwidth,
rather than unused bandwidth, are to be made explicit. This could
for example happen when neuronal plasticity acts to increase the
total bandwidth of a neural processor.6

In the next sections we introduce coherent infomax and analyze
it by means of PID. We then show how to (re-)formulate infomax,
and predictive coding using specific choices of parameters for G.
Last, we will introduce a neural goal function, called coding with
synergy, that explicitly exploits synergy for information processing.

4. The coherent infomax principle and its goal function as seen
by PID

4.1. The coherent infomax principle

The coherent infomax principle (CIP) proposes an information
theoretically defined neural goal function in the spirit of domain-
independence laid out in the introduction, and a neural processor
implementing this goal function (Kay, 1999; Kay et al., 1998; Kay
& Phillips, 2011; Phillips et al., 1995). The neural processor oper-
ates on information it receives from two distinct types of inputs

X1; X2 and sends the results to a single output Y (see Fig. 1). The
two distinct types of input in CIP were described as driving and
modulatory, formally defined by their distinct roles in local
processing as detailed in the coherent infomax Principles
CIP.1–CIP.4, below. Here we will denote the driving input by X1,
and the contextual input by X2.

In the mammalian brain the driving input X1 includes, but is not
limited to, both external information received from the sensors and
information retrieved frommemory. The contextual input X2 arises
from diverse sources as lateral long-range input from the same
or different brain regions, descending inputs from hierarchically
higher regions, and input via non-specific thalamic areas. Phillips,
Clark, and Silverstein (2015) provide a recent in-depth review of
this issue in relation to the evidence for such distinct inputs from
several disciplines.

The coherent infomax principle (CIP) states the following four
goals of information processing:

CIP.1 The output Y should transmit information that is shared
between the two inputs, so as to enable the processor to
preferentially transmit information from the driving inputs
(X1) that is supported by context-carrying information from
internal sources elsewhere in the system arriving at input
X2. This is what the term ‘coherent’ refers to.

CIP.2 The output Y could transmit some information that is only in
the driving input X1, but not in the context, so as to enable
that the local processor transmits some information that is
not related to the information currently available to it from
elsewhere in the system.

X2

X1

Y

F

X2 =Ce/i

X1 =Re/i

Y

Modulatory
Interaction

Ce/i

Re/i

Y

Modulatory
Interactions

Ca2+

Na+

N
a+

C
a 2+

A B C

Fig. 1. Neural processors: (A) neural processor with multidimensional inputs X1; X2, and output Y. (B) Processor with local weighted summation of inputs as used in coherent
infomax and in this study. To establish the link to the coherent infomax literature we identify the input X1 with the receptive field input R, which may be excitatory (e) or
inhibitory (i), and which is summed. In the same way, X2 is identified with the contextual input C. (C) Overlay of the coherent infomax neural processor on a layer 5 pyramidal
cells, highlighting potential parallels to existing physiological mechanisms. Layer 5 cell created with the TREES toolbox (Cuntz et al., 2010), courtesy of Hermann Cuntz.

I(Y : X1; X2)
I(Y : X2)
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)

Fig. 2. Partial information diagram with both classical information terms (solid
lines) and PID terms (color patches). (For interpretation of the references to color in
this figure legend, the reader is referred to the web version of this article.)

6 Along similar lines one may wish to add the total information in both inputs
HðX1Þ and HðX2Þ (or, HðX1jY ;X2Þ and HðX2jY ;X1Þ, respectively) to G. However, since
the neural processor has only control over the output Y, changing the amount of this
initial information in the inputs is beyond the scope of its goal function.
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“Complexity”

the system, summed over all subset sizes. Thus, complexity 
provides a measure for the amount of information that is 
integrated within a neural system (for a discussion of 
complexity measures, see Box 2).

A schematic illustration of the notion of complexity,
based on the results of large-scale computer simulations45,46

is given in Fig. 3 (for details see Fig. 3 legend). Complexity
is evaluated for the spontaneous activity of three simulated
examples of a cortical area that differ in the anatomical pat-
tern of their intra-areal (voltage-dependent) re-entrant con-
nections. Figure 3A shows the activity patterns that emerge
when neuronal groups are connected to each other accord-

ing to anatomical rules (i.e. specificity47–49, anisotropy50,
and fall-off with distance) derived from the actual organiz-
ation of primary visual cortex. The spontaneous dynamic
behavior of this system is complex: neighboring neurons of
similar orientation preference tend to fire synchronously
more often than neurons belonging to functionally unre-
lated groups, in agreement with the Gestalt laws of similar-
ity and continuity. From one moment to the next, however,
the particular subsets of neuronal groups that are firing to-
gether changes, so that a large number of coherent patterns
is continuously generated. This results in a calculated elec-
troencephalogram (EEG) that shows waxing and waning
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According to the Oxford English Dictionary, something is complex when it
constitutes ‘a whole… comprehending various parts united or connected to-
gether’, especially ‘parts or elements not simply coordinated, but involved in
various degrees of subordination’. While we think that we recognize com-
plexity when we see it, complexity is an attribute that is often employed
generically without any attempt at conceptual clarity or, even less, quantifi-
cation. Recently, scientific approaches to complexity have attempted to retain
the intuitive, common sense notion of complexity by emphasizing the idea
that complex systems are neither completely regular nor completely random.
For example, neither a random string nor a periodically repeating string of let-
ters is complex, while a string of English text certainly is. More generally, any
system of elements arranged at random (e.g. gas molecules) or in a completely
regular or homogeneous way (molecules in a crystal lattice) is not complex. 
By contrast, the arrangement and interactions of neurons in a brain or of 
molecules in a cell is obviously extremely complex (see Fig.). 

A number of complexity measures have been proposed, but only a few satisfy
the requirement of attaining small values for both completely random and
completely regular systems. In neurobiology, for example, one often encoun-
ters the term ‘dimensional complexity’ or just ‘complexity’ referring to the so-
called correlation dimension of EEG signalsa. Its value appears to increase, for
instance, from sleep to waking states, or with brain maturationb,c. The corre-
lation dimension is a measure developed in the context of nonlinear dynam-
ics, which should be proportional, roughly speaking, to the number of inde-
pendent neuronal populations giving rise to an EEG signald. But because the
correlation dimension would be higher for complete independence than for
the mixture of functional segregation and integration that characterizes brain
dynamics, it violates the criterion for complexity mentioned above.

Complexity measures have been proposed in the context of algorithmic 
information theory, which deals with the information necessary to generate
individual bit strings. For example, the well-known algorithmic (or

Kolmogorov) complexity is defined as the length of the shortest computer
program that generates a particular bit stringe. While this measure is appro-
priately low for completely regular strings, it is highest for random strings,
and thus it too does not satisfy the above criterion for complexity.

Attempts at modifying the notion of algorithmic complexity in order 
to capture ‘true complexity’ have recently been proposedf,g. The key idea is to
discount pure randomness or noise and measure complexity by the shortest
computer program capable of describing the remaining regularities. By defi-
nition, such a measure would be satisfactorily low both for random and 
trivially regular strings, but would be high for systems incorporating a large
number of regularities that cannot be further reduced. Of course, insofar as
the notion remains algorithmic, it requires that the observer can distinguish
between what represents genuine organization and what is instead random-
ness or noise, and this may be difficult or even impossible. The length of the
description of the regularities is also highly dependent on the understanding
of the observer. Thus, a system that appears highly complex or random might
turn out to be considerably simpler once the organizing principles are under-
stood. Low-dimensional chaotic systems, for example, might appear random,
yet their behavior can be fully determined by as few as three equations. 

The definitions of complexity considered in this review (see Fig. 2, main 
article) are statistical measures that capture regularities based on the deviation
from independence (mutual information) among subsets of a systemh. In this
way, noise can be distinguished from genuine regularities in a way that is 
relatively independent of an observer’s understanding of the system’s organ-
ization. A degree of subjectivity remains, of course, in deciding which 
variables to measure and in choosing the appropriate level of coarse-graining
for averaging. However, it is easy to show that these measures satisfy the re-
quirement of being low both for completely random and for trivially regular
(homogeneous) systemsh. 
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